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Stop rewriting the
email. Run this one-
hour list-health audit
instead.
A diagnostic guide for marketers, operators and founders

sending more email and getting fewer opens, with no

obvious cause.
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I NTR O DUCT I O N

Who this is for

You run email. Your campaigns ship on schedule, your subject lines are tested, your CTAs are

clear, and for a long stretch the numbers were fine. Then something began to slip.

Open rates drifted down a few points each month. Bounce notices appeared more often. A few

contacts you know personally never received your last broadcast. Nothing changed in your stack

and nothing changed in your copy, but the results changed. This guide is about why.

It assumes you send to a list you have built over time, you use a mainstream marketing platform

(HubSpot, Mailchimp, Customer.io, Klaviyo, or something layered on Postmark, Sendgrid or AWS

SES), and you can export a CSV. No technical role is required. If a developer on your team is

reading instead, every diagnostic in section 6 maps cleanly to a verification API call and is built to

drop into a signup flow or pre-send job.

B E F O R E  YOU  STA RT

Reading time is about 28 minutes. You leave

with a five-tier list classification, a catch-all

handling protocol, an eight-step pre-send

checklist, and a list-health audit you can run

on any contact file in under an hour. Assumes

a list of at least 1,000 contacts you can

export.

H OW  TH I S  GU I D E  I S  STRUCTUR E D

Diagnosis comes before prescription. The

first three sections explain why the trust

score behind your domain matters more than

anything you write. The next sections walk

through the cascade of damage caused by a

dirty list and how verification stops it. The

final section is a self-contained audit you can

keep open while cleaning your file.
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010101 The real reason your emails don't get opened

You blame the copy because the copy is the part you can edit. You tested subject lines, rewrote

previews, ran splits across an entire quarter, and at the margins nothing moved. The thing that

controls whether your campaign is read is not what you wrote. It is whether the inbox provider

trusts the domain you wrote it from. And the single largest signal feeding that trust score is the list

you sent to.

Every modern inbox provider, Gmail and Outlook and Yahoo and Apple Mail and ProtonMail, runs

your incoming traffic against a model of how a legitimate sender behaves. They look for

predictable, engaged sending: most messages opened, almost none bounced, very few marked as

spam. Copy quality matters at the margins, once the trust score has already decided the

placement.

The damage rarely comes from a single send. It accumulates. A list gathered over years contains

addresses that have decayed without anyone noticing: people who changed jobs, who burned a

signup form with a throwaway address, who left typos no one corrected, who never existed in the

first place. According to ZoomInfo's 2024 benchmark, B2B contact data decays at roughly 22.5%

annually. Six months of doing nothing means roughly 12% of your list is now liability.

Inbox providers treat that liability as a signal about you. They infer that you do not maintain your

data, that you may not know who you are talking to, that you may be the kind of sender who

guesses addresses. Once that inference is made, your domain reputation contracts. New

campaigns ship into a more hostile filter. Opens drop. The cycle compounds, and every fix you try

in the copy layer has less effect.

TH E  S H O RT  V E R S I O N

I N S I G HT

Open rate is a lagging indicator of trust, not a measure of subject-line quality. By the time you

see a drop in your dashboard, the routing algorithm has already adjusted how it handles your

mail. Diagnosing through copy is diagnosing the symptom.

Inbox providers score domains before they score content.

An uncleaned list is the largest negative signal you control.

Copy testing inside a damaged account measures the wrong thing.

The fix lives at the list, not at the subject line.

020202 How email providers decide what lands in the inbox

Before you decide what to do, you need to understand what the inbox provider is doing. The

decision to place a message in the primary tab, in promotions, or in spam is not a single check. It is

the output of a continuous trust model, run separately for every sending domain, updated on every

send, and weighted by signals you control more than you think. Five of them carry most of the

weight.

Authentication

A message arrives at Gmail's edge, and before any content is read, the provider checks whether

the sending domain has published SPF and DKIM records and whether the DMARC policy aligns.

Since the February 2024 Gmail and Yahoo bulk sender rules, and Microsoft's 2025 alignment with

the same standard, an unauthenticated message from a domain sending more than 5,000

messages per day is rejected before it sees the spam folder. There is no placement to argue with.

Engagement

Providers track what real recipients do with your messages: opens, replies, archives, deletions,

and especially the spam-report button. Spam complaints above 0.3% of delivered volume trigger

throttling at every major provider. M3AAWG guidance shows senders staying below 0.1% see

roughly 98% primary inbox placement, while senders near the 0.3% line see filtering on every

campaign that follows.

Bounce rate

Hard bounces are the cleanest signal that a sender is guessing. A campaign with hard bounces

above 2% will be throttled. Above 5%, the domain enters reputation collapse: each send arrives at

a more hostile filter than the last. The damage is asymmetric. A few campaigns above 5% take

weeks to recover from.

List consistency and content fingerprinting

Providers expect a legitimate sender to talk to a stable, recognizable set of people. Sudden

injection of new contacts, especially without engagement history, looks like a list purchase.

Content fingerprinting compares your message against patterns associated with phishing and

scams. This last signal is the part marketers spend the most time editing, and it carries the

smallest weight in the model.

Together these signals produce a domain trust score that is private. Neither Gmail nor Outlook will

tell you what it is. The closest you can get to a direct reading is Google Postmaster Tools v2,

relaunched in 2024, which reports your domain reputation as Bad, Low, Medium, or High. For

Microsoft, the equivalent is SNDS, the Smart Network Data Services dashboard. Yahoo no longer

exposes its own postmaster tool but adheres to the M3AAWG ranges.

TH E  S H O RT  V E R S I O N

QU I C K  TE ST

Add your sending domain to Google Postmaster Tools. The reputation reading takes about

twenty-four hours to populate. If it reads Bad or Low, no copy work will recover you. Section 6 is

your next step.

Authentication and engagement carry the most weight, by a wide margin.

Content fingerprinting is the smallest weight, even though it is the part marketers edit most.

Google Postmaster Tools is the closest thing to seeing your trust score from the outside.

If reputation reads Bad or Low, no copy change will move it. The mechanism is upstream.

030303 The five address types hiding in your list

If the trust score is decided largely by who is on your list, then knowing what is actually on your list

is no longer optional. Most exported CSVs contain at least five categories of address that behave

very differently when you hit send. The ones that hurt you are not always the ones that look

obvious.

TYPE WHAT  IT  IS WHY  IT  HURTS

Invalid An address that no longer accepts mail. The
mailbox does not exist or the domain's mail
servers are down.

Generates a hard bounce. Two
percent and above triggers throttling
at Gmail and Outlook.

Disposable Addresses from throwaway providers such
as 10minutemail, mailinator and
guerrillamail, plus the clones that appear
every quarter.

The recipient never reads anything.
Open rate is functionally zero, which
reads as a low-quality send.

Role-based Generic mailboxes like info@, sales@,
admin@, support@. Real addresses, but
rarely tied to a single human reader.

Treated as commercial-distribution
targets. Complaint risk is higher
because anyone on the alias can flag
you for the whole organisation.

Catch-all A domain configured to accept any address
whether the user exists or not. Returns a
250 OK for everything during the
handshake.

Looks valid until you send. Some are
real inboxes, some are dead ends,
some are spam traps. Handled in
section 4.

Spam trap Addresses planted by ISPs and blocklist
operators for one reason: to identify senders
who do not maintain their lists.

A single hit can put your domain on a
major blocklist such as Spamhaus or
SORBS. One trap means the list itself
is the suspect.

These five behave so differently that lumping them together as bad emails misses the point.

Invalid addresses produce immediate, visible damage you can read in your bounce dashboard.

Disposable and role-based addresses produce slow damage that shows up only in your

engagement metrics over weeks. Catch-alls produce invisible damage that none of your

dashboards will surface, and spam traps produce catastrophic damage that becomes visible only

after the blocklist email arrives.

The reason most teams discover the wrong category first is that their email service provider only

reports on what is easy to count: bounces. Disposables, role accounts and catch-alls all look like

delivered messages in your ESP's dashboard. They simply never produce engagement, and that

absence is read by the inbox provider as your fault.

TH E  S H O RT  V E R S I O N

WA R N I N G

Role-based addresses are not safe just because they are real. A complaint hitting

marketing@bigcompany.com from any of the eight people on that alias is logged as a complaint

against your domain. One alias can produce a dozen times the spam-report risk of a single

mailbox.

Five categories, three damage profiles: visible, slow, and catastrophic.

Bounce dashboards surface only the visible category. The others stay hidden.

Catch-alls and spam traps cause the worst damage and produce the fewest signals.

A list audit that only looks at bounces is reading the smallest of the three damage types.

040404 The catch-all problem

Of the five categories above, catch-all is the one most teams underestimate, because the

behaviour breaks the mental model the rest of your tooling depends on. A standard mail server

tells you whether a specific user exists. A catch-all server says yes to every request, regardless of

whether the user exists. The verifier asks, and the verifier is told yes. It marks the address as

Unknown or Risky and hands the decision back to you.

Catch-all configurations are common in B2B for a defensible reason. A large company does not

want a typo in an inbound sales email to bounce, so it forwards every unrouted address to an

administrative inbox. Industry surveys from NeverBounce and Sendgrid in 2024 suggest catch-all

rates of thirty to forty percent in mid-market B2B lists, and higher in finance, legal and professional

services. Treating these as invalid by default means deleting forty percent of your contactable

universe. Treating them as valid by default means accepting the worst delivery risk in your file.

Why most verifiers stop at the Unknown flag

Verification at the SMTP layer alone cannot decide whether a specific catch-all address is real,

because the server has been configured not to tell. Many providers report this honestly: the

address is Unknown, do what you want with it. Many also charge you for the result. That is the

default behaviour across the category.

A more useful answer requires moving outside the SMTP handshake. Three additional signals

make a catch-all address scoreable. The first is historical engagement: across an anonymised

network of verification results, has this exact address opened, clicked, or interacted in the last

sixty days? The second is corporate domain reputation: is this catch-all server hosted at a major

B2B domain with a stable mail footprint, or at a newly registered domain with no engagement

history? The third is spam-trap cross-reference: does the domain appear on any of the major

industry trap registries? Combined, these turn a binary Unknown into an actionable risk

classification: likely valid, watch, or do not send.

The trickle strategy: how to send to scored catch-alls

Even with a strong risk classification, scored catch-alls are not interchangeable with verified valid

addresses. They should be mixed into a healthy campaign, not sent on their own. A practical rule is

the 90/10 mix. Each campaign should be at least ninety percent verified valid addresses and no

more than ten percent scored catch-alls. The valid majority absorbs the bounce risk if any of the

catch-alls turn out to be administrative dead ends. As scored catch-alls produce opens or clicks

across two or three campaigns, you move them to the valid tier. As they produce hard bounces,

you drop them.

TH E  S H O RT  V E R S I O N

I N S I G HT

A list that arrives forty percent catch-all is not forty percent unusable. It is forty percent

unresolved. A verifier that returns nothing more than Unknown has resolved nothing on your

behalf. The number that matters is how much of that forty percent comes back as a confident

likely-valid, and how much remains genuinely unscoreable.

Catch-all is not a failure state. It is an unresolved one.

SMTP alone cannot resolve catch-alls. Engagement history, domain reputation and trap-
network cross-reference can.

Mix scored catch-alls into healthy campaigns at no more than 10% per send.

Promote on engagement, remove on bounce. Within three campaigns you have a real answer.

050505 What happens when you send to a dirty list

Most teams do not see the damage from a dirty list in a single moment. They see the result of the

cascade, weeks later, in a dashboard that no longer matches the campaign it represents. Reading

the cascade backwards from the dashboard is hard. Reading it forwards from the send is

straightforward.

STAGE WHAT  HAPPENS WHERE YOU  SEE IT

1. The send A campaign goes out. Twelve percent of
the list is invalid, six percent disposable or
role, fifteen percent unresolved catch-all.

Your ESP reports normal volume.
No dashboard alert.

2. The bounces Hard bounces arrive within minutes. Soft
bounces accumulate for an hour. The
dashboard now reads a 7% bounce rate.

Visible in the campaign report. Easy
to dismiss as one bad list.

3. The throttling Gmail and Outlook stop accepting your
messages in real time. Mail begins to
queue. Delivery now means handed to
Gmail, not delivered to the inbox.

Open rate begins to fall, often
before the next campaign ships.

4. The downgrade Postmaster reputation drops from Medium
to Low. Most mail now lands in promotions
or spam.

Visible within seven to fourteen
days, across all campaigns, not just
the one that caused it.

5. The blocklist If complaints crossed 0.3%, your domain
is added to a blocklist such as Spamhaus
SBL, SORBS or Barracuda. Outbound
stops for any recipient whose ESP
consults it.

A formal listing email arrives.
Recovery requires a manual
delisting request.

The most expensive property of this cascade is that intervention gets harder at each step. At stage

one you have a list problem and a free fix. At stage three you have a deliverability problem and

need to pause sending while you clean. At stage five you have a domain problem, and your only

options are a slow manual recovery or starting fresh with a new sending domain. The damage is

not linear. It accelerates.

TH E  S H O RT  V E R S I O N

WA R N I N G

If you have just discovered you are at stage three or four, the temptation is to fix the list and

resume normal volume. This makes recovery slower. The provider needs to see a return to clean

sending behaviour before reputation will climb. Cut volume by fifty to seventy percent for two

weeks, send only to verified-engaged contacts, and let the trust score recover before scaling

back up.

The damage from a single dirty send is a five-stage cascade, not a single event.

Each stage costs more to recover from than the one before it.

Intervention at stage one is verification. At stage three it is volume reduction. At stage five it
is a domain rebuild.

Reading the dashboard in the rear-view mirror tells you which stage you are in.

060606 How email verification works

The mechanism behind verification is simpler than the product marketing around it suggests.

Every credible verifier performs the same four checks. The differences between tools live almost

entirely in the fifth, optional, layer.

Stage 1. Syntax

The address is parsed against the RFC 5321 and 5322 grammars. Malformed characters, missing

@ signs, invalid local parts and unsupported TLDs are rejected immediately. This is a millisecond

check and a small share of the value, but a large share of the noise removed from real lists.

Stage 2. Domain and MX lookup

DNS is queried for the domain's MX records. A domain with no MX cannot accept mail. A domain

whose MX hosts are unreachable will fail every subsequent stage. This is also where typos like

gnail.com, yaboo.com and outlook.con are caught and surfaced for correction, often offered back

as suggestions.

Stage 3. SMTP handshake

The verifier opens a connection to the MX host, identifies itself with HELO, and runs through the

envelope up to the point of asking whether the address would accept a message. It does not send

a payload. A clean response is Valid. A clean rejection is Invalid. A 250 OK to every request is what

triggers the Catch-All flag from section 4.

Stage 4. Risk classification

Disposable domains and role-based prefixes are matched against maintained lists. Spam traps are

matched against industry trap-network registries. Free-mail and ISP domains are classified for

downstream routing. The output of stage four is the labelled record you finally see in your CSV.

Stage 5. Beyond the handshake (optional)

This is the layer that separates tools. A verifier that stops at stage four returns Unknown for every

catch-all and forces the decision back to you. A verifier that pushes further uses additional

signals, anonymised engagement history across its network, domain reputation analysis, and

spam-trap cross-reference, to resolve a large share of those Unknown responses into a confident

classification. On a real B2B list, the difference is between thirty-five percent of your contacts

being marked unresolved and three percent being marked unresolved.

TH E  S H O RT  V E R S I O N

QU I C K  TE ST

Run twenty addresses you know to be valid, members of your own team or contacts you spoke

to last week, through any verifier you are evaluating. A trustworthy tool returns all twenty as

valid, with no Unknown results. A tool that returns two or three of your known-valid addresses as

Unknown is one you cannot rely on for the harder cases.

Four stages are table stakes. Every credible verifier does them.

Stage five is where the value lives, because stage four cannot resolve catch-alls.

A tool that returns Unknown for thirty percent of your list has resolved seventy percent of it.

Test with known-valid addresses before you trust unknown ones.

070707 Your pre-send checklist

Eight checks belong in your pre-send workflow. Most take seconds. Together they remove almost

all of the damage the cascade is built on.

Authentication confirmed. SPF, DKIM and DMARC pass on a Mail-Tester send, and DMARC
alignment is verified.

Postmaster reading clean. Google Postmaster Tools reports Medium or High. Microsoft SNDS
shows green.

List verified within ninety days. Anything older has decayed enough to be a measurable bounce

risk.

Disposable and role addresses suppressed by default. Override only with a documented
exception.

Catch-all addresses classified, not deleted. Scored as likely-valid, watch, or do-not-send, and
mixed in at no more than ten percent per send.

Spam-trap cross-reference run on any list older than six months or sourced from a third party.

Volume planned against the trust score. A low-reputation domain ships at half volume for two
weeks before scaling.

Unsubscribe and one-click-unsubscribe headers present. Mandatory for any sender above five
thousand messages per day since 2024.

I N S I G HT

These eight checks are not optional. They are the minimum modelled behaviour of a sender

Gmail will continue to trust. The cost of skipping any single one is a fractional drop in inbox

placement. The cost of skipping three is a measurable drop in reputation.

080808 The list health audit

This is the master reference. A reader who reads only this section should be able to audit any

contact file in under an hour and emerge with a defensible verdict: safe to send, segment and

clean, or quarantine until further work. It is built to be kept open on a second monitor while you

work.

Step A. Inventory

Export the full list as CSV. Record the size, the age of the oldest contact, the source mix (forms,

imports, third-party purchases, event signups), and the last time the file was verified. Files older

than ninety days and files containing any purchased segment are quarantined for full verification

regardless of the steps that follow.

Step B. Syntactic sweep

Run the file through a syntactic check. Remove addresses with invalid characters, missing @ signs

and malformed local parts. Surface any address where the domain looks like a likely typo

(gnail.com, yaboo.com, outlook.con) and either correct it or remove it. Do not let it ship.

Step C. Domain check

Group addresses by domain. Domains with fewer than three contacts are reviewed manually.

Disposable domains, role prefixes such as info@ and support@, and any domain on your

suppression list are flagged for the next step.

Step D. Verification

Run the file through a verifier that resolves catch-all addresses beyond the SMTP handshake.

Expected output, by tier:

T IER DEFINIT ION ACT ION

Safe to send Validated mailbox, with a real engagement
signal in the last ninety days where available.

Include in the next campaign.

Likely valid Validated mailbox, or a scored catch-all with
positive engagement history.

Include, but cap at fifty percent
of the campaign mix on the first
cycle.

Watch Scored catch-all with no engagement signal
either way. Indeterminate, not invalid.

Include at no more than ten
percent of any send. Promote on
engagement, remove on bounce.

Suppress Disposable, role-based, or scored catch-all
with a negative signal such as recent bounces
or trap proximity.

Move to a suppression list. Do
not include in any send.

Remove Invalid mailbox, dead domain, confirmed spam
trap, or unsubscribed contact.

Hard delete. Confirmed traps
must be removed before the next
send, not after.

Step E. Re-segmentation

Rebuild your sending lists from the tiers, not from the legacy segments. A campaign list is at least

ninety percent Safe to send and Likely valid contacts, no more than ten percent Watch, and zero

Suppress or Remove. If a legacy segment cannot be reconstructed at that ratio, it is too small to

ship without first growing it.

Step F. Sustaining cadence

Re-verify quarterly at minimum, monthly if you are running cold outreach, and after any single-

import event larger than five percent of your total list size. Catch-alls and Watch contacts are re-

scored on every audit because engagement signals are time-limited, and a Watch contact in May

is not the same record in August.

TH E  S H O RT  V E R S I O N

QU I C K  TE ST

Run steps A through D on the most recent file you intend to send to. If the Safe to send and

Likely valid tiers together cover less than seventy percent of the file, pause the next campaign

and rebuild the list before shipping. The pause is cheaper than the cascade in section 5.

Six steps. Roughly one hour for a list of ten thousand contacts.

Send from the tiers, not from the legacy segments.

Re-verify quarterly. Catch-alls and Watch tiers are re-scored every cycle.

If healthy tiers cover less than seventy percent of the file, pause before sending.

R E A DY  TO  M OV E  F O RWA R D

Bring the file. We will return a list you can send to.
If your audit returned a Safe to send tier below seventy percent, or your scored catch-alls

cover more than fifteen percent of the list you are about to ship, the next campaign should

not go out before you resolve them. The cascade in section 5 is preventable for the cost of

one verification run.

WH AT  TO  B R I N G WH AT  YOU  G ET

The CSV you intend to send to, with at least

the email address and one timestamp

column.

Your ninety-day campaign report from the

ESP: open, click and bounce rates by

campaign.

Your current Postmaster Tools reading, if you

can access it. If not, we add the domain and

walk you through the first reading.

A tiered classification of every address (Safe,

Likely valid, Watch, Suppress, Remove),

including the catch-all segment.

A trickle plan for the Watch tier with per-send

share and promotion rules across the next

three campaigns.

A re-verification cadence sized to your

volume, and a written audit trail you can hand

to a CRM owner.

US E  C O D E  AT  C H E C KOUT

VERIFY50VERIFY50
Eligible plans: 10K and 50K validation plans. First purchase only. Available

to the first 100 eligible redemptions. Use code VERIFY50 at checkout to

receive 50% off for the first six months. The discount also applies to
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